The Myths Behind the Financial Crisis

William Peterson

Christ’s College, Cambridge

It will be many years before economists will be in a position to write a definitive account of the global financial crisis which began in the summer of 2007, and which many now see as the greatest threat to global prosperity and stability since the Great Depression. However policy-makers do not have the luxury of waiting: they must simultaneously propose short-term rescue strategies to limit the effects of the crisis on the real economy, and embark on the long-term task of redesigning the regulatory systems to avoid a repetition.  

It seems appropriate to start with a fundamental distinction which will influence both of these tasks, the distinction between a vision of the financial system as an organic self-designing structure of markets, in which Adam Smith’s invisible hand ensures an efficient outcome, and an alternative which, following Keynes, sees it as a man-made device which may require periodic intervention if it is to function effectively. In an organic system of markets financial innovations will spread if they are beneficial, and will disappear if they are dysfunctional, or have been replaced by superior alternatives, just as the 19th century bill of exchange disappeared. In contrast, a system which is a man-made device may require periodic intervention to ensure stability, and both innovation and operating rules should be the outcome of a deliberate policy process, such as the Bretton Woods conference which established the post-war international financial system.   

I would argue that the faith in the efficiency of an organic and unregulated system, which has contributed greatly to the crisis, rests on a number of myths about the operation of markets, firms and households, and about the options available to policy-makers. The first of these myths is that financial markets for risky assets reallocate existing risks to those who are most willing to bear them, but do not create any additional risks for society. In some ways this is a peculiar belief, since everyday life provides many examples (for example, any casino, or the 3.30 at Newmarket) of economic activities which exist precisely because they create risk for market participants. However the risk associated with such activities is limited to the risk that wealth will be transferred between individuals, so that the creation of such additional risk is usually tolerated by society, despite the fact that it consumes real resources, because its impacts are restricted to those who chose to participate and their (often unfortunate) families. 

The US housing market, where the current financial crisis started, illustrates well how financial innovations, which are designed to improve risk allocation, can end up creating a new range of risks against which it is difficult or impossible for individuals to insure. For a variety of reasons the institutional structure of this particular market allocated risk in a complex and opaque way. The trauma of the Great Depression, in which creditworthy and solvent households could face foreclosure because they were unable to renew short-term mortgages, led to a regulatory system which privileged long-term mortgages at a fixed interest rate. However, since such mortgages were attached to a specific property, homeowners expected to redeem the mortgage early if they moved home. In a world of interest rate volatility a system based on long-term mortgages of this sort also gives homeowners incentives to redeem the mortgage, and take out a new one, when interest rates fall. Such incentives were magnified by regulatory decisions which required the privileged conforming, or ‘prime’, mortgages to allow early repayment without imposing significant penalties.

The result of such arrangements is that investors and financial institutions who lend to homeowners face risks which are either absent, or much weaker, in systems (such as the UK housing market) based on floating-rate (or short-term fixed rate) mortgage contracts. Unexpected positive shocks to inflation will either transfer wealth from lenders to borrowers, or bankrupt the financial intermediaries who have borrowed short and lent long. Fluctuations in nominal interest rates lead to repayment risk, since investors have essentially purchased a bond where the borrower has the option to call the bond and convert to a lower interest rate at a time of his or her choice.  Finally in the US mortgages are secured on the home, and in most cases are what are called ‘non-recourse’ loans: this means that it is impossible to pursue a defaulting borrower if the proceeds of a sale following foreclosure are less than the outstanding debt. Such a legal provision both increases the incentive to default, and reduces the likely proceeds from foreclosure.

All three of these features are valuable to existing borrowers. In consequence, lenders demand higher interest rates, and this reduces the access of ‘new’ borrowers to mortgage finance. In particular, the fact that mortgage interest rates are subject to ‘downward-only’ adjustment induces lenders to set initial rates higher, and thus ensure that effectively the initial monthly payments accelerate the repayment of the loan. Providing stable financing for mortgages of this sort is difficult, since the existence of repayment and default risk means that mortgages are significantly riskier than Government bonds. Nevertheless before the late 1970’s the system worked effectively, since Savings and Loans Associations could borrow short and lend long with high margins and relatively little risk. But they could only do this because the range of alternative financial assets available to households was very limited, and the deposit interest rates which they paid were strictly regulated. Deregulation, and increased volatility of nominal interest rates in the early 1980’s, led rapidly to the S & L collapse, and to a bailout which ultimately cost the taxpayer approximately $160 billion (just under 4% of 1985 GDP). 

Mortgage securitisation represents a shift towards an alternative mode of finance, in which risks are essentially shared by Government agencies (who provide insurance against default on prime mortgages) and investors (who take on all risks associated with sub-prime mortgages, as well as the repayment risks associated with prime mortgages). Because securitisation allows the original lender to pool and distribute mortgages to outside investors, it increases the lender’s reliance on initial fees and commission as a revenue source and reduces the incentive to monitor the quality of loans: this effectively creates significant additional risks for investors. In addition, some of the forms which securitisation took introduced further new types of risk, which effectively subjected investors to what could be seen as an involuntary lottery. 

Largely because different investors face different marginal tax rates, a standard financial engineering technique has been to split the returns from a bond into interest and repayment of principal: the bonds entitled to principal can be issued at a substantial discount to investors who prefer capital gains to income, while the bonds which receive interest will have a higher yield than conventional bonds because there is no terminal payment at maturity. Splitting Government bonds in this way is straightforward. However, if the same technique is applied to mortgage-backed securities, uncertainty about the date of repayment creates significant risk for both categories of investors. If interest rates fall, homeowners will refinance and the underlying mortgage assets will disappear. Given the form that securitisation takes, such an outcome is actually favourable for those holding the ‘principal-only’ bond, since they are repaid in full sooner than expected. But it is a very unfavourable event for those holding the ‘interest-only’ bond, since their income stream terminates unexpectedly. Uncertainty about the repayment date thus becomes a gambling device for redistribution between the two classes of bondholder. Investors can in principle diversify this new risk by purchasing both types of bond, but they do not have to do this (and in practice such diversification may be difficult). In addition, because the price of interest-only mortgage bonds tends to rise with higher interest rates (because early repayment is less likely) it is negatively correlated with the price of a conventional bond, so that an undiversified holding of interest-only mortgage bonds appears attractive to investors wishing to hedge interest-rate risk.

Mortgages can terminate either through early repayment or through foreclosure. Splitting returns in this way means that one class of investors welcomes early termination, even if this is through foreclosure, provided the undiscounted value of the foreclosure proceeds exceeds the discounted value of the expected redemption payment at maturity. Unless house prices fall dramatically, or foreclosure costs are very high, such an outcome is quite probable. So the holders of principal-only bonds will favour loans to poor risk homeowners, since this increases the probability of early repayment. This divergence of interests increases the probability that some individuals will behave deceitfully or opportunistically, so that by separating individual risks securitisation also increases the overall amount of risk in the system. Similar outcomes can occur in other financial markets: for example, the existence of the credit default swap market means that ‘protected’ bondholders may well stand to make a significant gain by forcing a company into bankruptcy. Such behaviour may be damaging for other bondholders, who now face additional risks because of the possibility of this type of antagonistic behaviour. These risks cannot necessarily be diversified away, since they reflect the fact that the creation of new securities does not just facilitate the reallocation of existing risk, but also modifies the incentives and behaviour of other market participants.

A second myth is that firms can find a set of financial incentives which will align the interests of asset owners, managers and employees. This will not be true in a world where one group, typically senior managers, have significantly more information than their rivals. As a simple illustration, consider two alternative incentive schemes for fund managers. Traditionally active fund managers are paid a percentage of total funds under management. Such an arrangement is not necessarily harmful, but because it leads the manager to focus on retaining the investment mandate, it encourages a strategy of covert index tracking: a manager who does not notably underperform the competition is unlikely to be fired. ‘Modern’ investment institutions, such as hedge funds and private equity, have been marketed as funds which are likely to yield higher returns because their standard fee structure, which combines a percentage fee with a profit-sharing arrangement by which the fund receives a percentage (usually 20%) of the client’s excess return, offers a superior alignment of objectives.

 This type of fee structure has two distinctive features. Firstly, there is little or no downside risk for the manager: the relatively high basic fee is chargeable regardless of performance. This arrangement is usually justified by the claim that the manager would not wish to participate, and provide his investment skills, if he also shared in the client’s losses. Secondly, while a share of excess profit encourages manager to maximise return for a given level of risk, it also encourages managers to avoid diversification in favour of investing in a limited number of risky projects. As an example, suppose that the hedge fund can chose to invest in one or more identical risky projects, each requiring one unit of initial capital. Each project brings a gross return of 1.21 units if it succeeds, and 0 if it fails: 10% of projects fail in any year. Then the expected return of any portfolio is 1.1, and more diversified portfolios are less risky, so if investors dislike risk they will favour spreading investment equally across all the available projects. But the strategy which maximises the short-term return to the fund manager is to invest in a single project, since any diversification reduces the probability that the return will exceed the pre-specified target rate at which the profit share arrangement begins to operate.  Outside investors can attempt to moderate this incentive to take excessive risk by imposing ‘high-water marks’, which ensure that if funds underperform the profit sharing arrangements will not apply until the investors have recouped their losses, or by insisting that the managers hold a substantial equity stake in the business. But neither of these mechanisms is foolproof: funds which underperform can close down rather than repay outside investors, and hedge fund managers will be able to hedge their own share of the fund’s exposure by personal transactions in the derivatives markets.

The asymmetry implicit in the typical hedge fund’s charging arrangements has a number of important consequences. It leads hedge funds to seek out investments where there is a high probability of a gain (which might be relatively small), balanced by a small probability of a catastrophic loss. Activities such as writing certain types of put option, selling credit default insurance, or investing in ‘carry trades’, have this sort of return distribution. It also means that it is wrong to think of the hedge fund industry as competitive, even though there are a large number of small individual funds. Since each fund has an incentive to focus on a narrow range of investments, rather than to diversify, the fund is likely to have considerable market power in its particular niche, and the industry will therefore be characterised by monopolistic, rather than perfect, competition. This is an important argument for greater regulation of hedge funds.

A second example of how poorly designed incentive systems can have disastrous consequences is the form of ‘low-level’ incentive structure used in much of the banking system. Traditionally bank employees were paid a fixed salary, unrelated to sales or profits. Since ‘modern’ banks are financial supermarkets, trying to sell a wide range of related products to their existing customers, they have moved towards offering some form of incentive pay to many of their low-level employees. Such incentives cannot be linked to profits, because it is impossible to attribute specific profit contributions to individuals. Instead they are usually expressed in terms of sales volumes, and thus are in effect a form of sales commission. But workers who are wholly or partly paid on a commission basis have an obvious incentive to maximise sales, even where the sale actually reduces the overall level of profits earned by the firm.

So one way of seeing modern banks is that they have become rather like used car showrooms. Managers of used car showrooms know that sales-based incentives are dangerous, if the salesmen have discretion over the price or other terms of the sale, but managers of banks seemed not to realise that giving bank employees bonuses linked to sales would encourage them to take on risky business by shading loan terms. Similarly used car firms know that these incentives can be particularly risky where the firm enters into a long-term contract (for example, by offering a warranty), since in this case the costs of the associated commitment will not become apparent immediately. However banks often seem to have ignored the true costs of their long-term commitments, for example those generated by implicit guarantees to off-balance sheet vehicles. Used car firms are aware that there may be risks where salesmen act on both sides of the market, as appraisers of the trade-in value of the customer’s old car as well as suppliers of the new one. In contrast, banks seem to have underestimated the risks involved if they took on equity tranches of securities in order to maximise the sales of the more highly rated bonds.

The analogy between banks and used car showrooms also helps to explain the extent of recent write-downs of bank assets, and why it is so difficult to clean up the balance sheet. Over time, unless it is carefully managed, a used car lot will clog up with cars that cannot be sold: customers will pick out the better ones, and only the less desirable will be left. This is the standard example of what is called a ‘lemons’ problem in economics. Exactly the same phenomenon can be observed in modern banking – faced with the need to reduce leverage, banks sell off their more liquid and easily valued assets, and are left with an increasing proportion of toxic waste.

Myths about the allocation of risk in financial markets, and the effectiveness of incentives in financial institutions, have helped to contribute to the onset of the crisis. In contrast, the remaining two myths which have been promulgated by economists in the period since 1980 have had the effect of establishing barriers to its effective and rapid resolution. The first of these myths concerns the appropriate policy response to a major shock, and the scope for implementing such a response in a ‘federal’ economic unit. Since the early 1980’s economists have accepted that if macroeconomic policy is not to generate accelerating inflation it must be characterised by explicit rules rather than by allowing unlimited discretion to elected politicians. In many cases, such as the UK, such rules have delegated monetary policy to an independent central bank with an inflation target which is clearly signalled to market participants and voters. Fiscal policy is also subjected to explicit targets for government deficits and public-sector debt, although in this case the rules are rather less restrictive than the balanced-budget orthodoxy which prevailed during the Great Depression.

Most of the literature on fiscal and monetary policy rules has recognised the need for ‘escape clauses’ which would allow governments to abandon the policy rule in times of economic emergency, even though abandonment might have the unfortunate side-effect of raising inflationary expectations. The idea of such escape clauses is not new: under the classical Gold Standard (a pure rule-based system) countries were not expected to maintain convertibility and balanced budgets in wartime. As developments since September 2008 have shown, governments have generally accepted that the current crisis is sufficiently serious to mean that large-scale intervention will not necessarily destroy the credibility of their long-term commitment to control inflation.

However the problem that arises, both in Europe and in the US, is that the federal nature of the political system means that the division of policy responsibility between the units at the lower and higher levels of government may make large-scale intervention ineffective or impossible. In Europe monetary policy is now in the hands of the ECB, a supra-national institution, but fiscal policy is effectively conducted at national level. Similarly in the US monetary policy is conducted at national level by the Federal Reserve, but most public expenditure, including transfers such as unemployment relief, are the responsibility of the states. Such arrangements reflect both the wish to tailor the provision of public services to the wishes of local communities, and the belief that monetary policy can (and should) counteract macroeconomic shocks which impact symmetrically on all units of the federal union. Although monetary policy is not well-suited to counteracting an asymmetric shock, European policy makers have tended to assumed that countries would possess enough fiscal strength to take suitable independent action. In the US, where many state constitutions impose a balanced budget requirement, or insist that bond issues are approved by referenda, the scope for independent action at state level is more limited. However the implicit transfers provided through the federal tax system, and other explicit revenue-sharing arrangements, provide alternative mechanisms for dealing with asymmetric shocks.

There are two major reasons why, in the current crisis, this assignment of policy may not be effective within Europe, and why therefore the process of policy-making has become confused. Firstly, although the global nature of the crisis means that it makes more sense to regard it as a symmetric shock, the effects of the shock vary in an asymmetric way across countries. Thus for Ireland the crisis is essentially a serious shock to the liquidity, and possibly the solvency, of an over-extended financial system, while for Germany it is a sudden and abrupt fall in the demand for manufacturing exports. Thus the appropriate policy response, in terms for example of movements in the real exchange rate between the euro and the dollar, may be very different for the two countries. Secondly, as many economists have pointed out, at zero or near-zero interest rates it becomes impossible to conduct monetary policy in a way which does not have implications for the Government’s fiscal position. In particular, large-scale support for the banking system by purchasing risky private sector assets means that the central bank takes on large contingent liabilities: current arrangements in Europe mean that it is unclear who has the ultimate responsibility for these. Similarly rescuing banking systems through public ownership, an essential element in maintaining confidence in the operation of monetary policy, may impose unsupportable fiscal burdens on smaller European states. Without a supranational fiscal authority which can coordinate fiscal and monetary interventions there is a risk that bond markets will force individual countries into fiscal cutbacks at the worst possible time.  

The difficulties for policy in the US are rather different, and reflect the fact that both automatic stabilisers, and the scope for a traditional fiscal stimulus, are limited. Federal government non-defence spending, even including fiscal transfers to the states, is only approximately 5% of GDP, a much lower proportion than in Europe. State and local governments spend nearly 13% of GDP, but limits on deficit spending, and the weakness of revenue streams which rely heavily on property taxes, mean that it will be difficult for them to expand their activities, or even to maintain services as state welfare rolls rise. In addition, the Federal welfare system is largely age-related, rather than covering contingencies such as unemployment, and as a result does little to stabilise the economy in a major recession. In these circumstances the political difficulties involved in increasing government expenditure may mean that any further stimulus has to offer tax cuts which it will be difficult or impossible to reverse. 

Finally, since the effective collapse of the Bretton Woods system (to date the only explicit attempt at intelligent design rather than market-driven evolution) the dominant myth has been that international coordination and rule-making can be limited to internationally significant activities, particularly merchandise trade. So countries have agreed, usually after intensive bargaining, to adopt a coordinated set of rules for traditional commodity-based trade: with even greater difficulty they have moved towards a set of rules for cross-border service and financial transactions. These rules, covering issues such as product quality and trade documentation, have largely been effective in establishing the legal infrastructure needed for an efficient global trading economy. 

However, particularly in the US, it has usually been argued that a clear line can be drawn between international and domestic financial activity, and that is appropriate for national (or in some cases, state) governments to decide how far domestic activity should be regulated. Since September 2008 the problems with this approach have become very clear. At first sight US residential mortgages were a purely domestic part of the financial system, yet securitisation and the development of a global market in asset-backed securities meant that they became systemically important for the world financial system. Many of the activities of AIG, which appears to have adopted the role of counterparty of last resort in the market for credit default swaps, were regulated by the New York State Insurance Commissioner.  But, as the collapse of the Icelandic banking system showed, local and national regulators are likely to focus on protecting the position of their domestic residents. They may also lack the skills and information required to become effective global regulators.

 The need for international coordination and regulation in areas which have traditionally been seen as the preserve of national regulators can be illustrated by a number of examples. The nature of the crisis means that, even on a national basis, the appropriate strategy for rescuing banks is unclear. The traditional approach distinguishes between liquidity crises (where the central bank can rescue the system by acting as lender of last resort) and solvency crises (where the appropriate response is liquidation, possibly with protection for retail depositors). But it is much harder than in the days of Bagehot for central banks to act effectively as lenders of last resort. This is partly because, as many economists have pointed out, the banks concerned may have large liabilities in foreign rather than domestic currency (the Iceland problem). But also it is because the central bank cannot be sure what the bank’s assets (which are in turn the liabilities of other banks which may themselves be insolvent) are actually worth, so that it faces the ‘toxic asset’ problem: if it pays too little, the rescue is a failure (and it makes a book loss on the rescue funds), while if it pays too much it makes large and politically unpopular transfers from taxpayers to bondholders.

A similar confusion arises over the scope of deposit insurance. Traditionally this was in place to prevent bank runs by guaranteeing small retail deposits: if a bank were to become insolvent large depositors, bondholders and equity holders would all take losses. This is what happened in the UK in 1995 when Barings Bank collapsed. However since September 2007 both the UK and the US governments have effectively extended this protection to bondholders, or at least those who are lucky enough to hold the bonds of systemically important large institutions such as AIG and RBS. This has not been done on a consistent basis: the Bush administration tried (unsuccessfully) to encourager les autres by refusing to rescue Lehman bondholders. As many have pointed out, such a strategy creates uncertainty and reinforces moral hazard: it also ignores the fact that once a bond becomes seriously distressed it effectively becomes an equity investment, whose return is dominated by idiosyncratic company-specific information about the prospects for future government support. So solutions which bail out all bondholders reward some groups of risk-taking investors (for example, the holders of junior uninsured debt, and those who have written credit default swaps on the company), while sacrificing the equity shareholders. It is not obvious that such solutions will be seen as politically fair.

Yet even if the development of global financial rules would make it easier to ensure that bank rescue attempts were better coordinated, there are major difficulties in trying to extend concepts such as product quality controls to financial markets. Many financial relationships are bilateral and long-lasting, so that the associated financial assets are heterogeneous contracts rather than standardised commodities. As a result, product quality is hard to assess, and may not be observable in all states of the world (for example, if it depends on the financial strength of the counterparty to the contract). Nation states may not be able to act as ultimate guarantors for contracts, because the fact that they possess sovereign immunity limits the ability of lenders to recover debts and thus reduces the credibility of their promises.

The feasibility of any system of global financial regulation is also limited by the very high mobility of financial ‘production’. Small countries, such as Iceland, can become major actors in world financial markets. There is an obvious temptation for such countries to compete using strategies, such as lax regulation and tax secrecy, which reduce the overall transparency of the international financial system and increase global risk. Loosely regulated firms located in such countries will have a competitive advantage over their more tightly regulated rivals. 

A further issue is the fact that effective global regulation of finance is likely to involve harmonising standards in areas, such as the legal framework for domestic contracts and bankruptcy resolution, which have usually been seen as purely matters of national concern. Studies of bankruptcy procedures and costs have shown that these vary enormously across countries: since such differences affect the incentives of both creditors and debtors to initiate bankruptcy, as well as the prospective recovery of outstanding debts, they have important consequences for the efficiency of capital markets. Similarly the fact that foreclosure and household bankruptcy rules differ between US states increases the information requirements of lenders and impacts adversely on the efficiency of associated financial markets.

In this situation the appropriate role for a global regulatory system may be one of damage limitation rather than comprehensive restructuring. There are two different forms that such damage limitation might take. The first, which has been widely advocated, is to reintroduce some version of the 1934 Glass-Steagall act (on an international scale) and thus segregate banks into ‘safe’ and ‘risky’ firms. Safe firms would be licensed to take retail deposits, and would benefit from state-provided deposit insurance, but would be highly regulated and barred from undertaking many types of financial activity. Investment banks would be lightly regulated (although they would not be able to offer insured deposit-taking facilities), but would be allowed to fail. 

It is not clear that such arrangements could operate effectively in conjunction with a global financial system. Cross-border retail banking complicates the provision of deposit insurance, as the collapse of the Icelandic retail banks showed. In addition global banks would inevitably face substantial currency risks once they began accepting deposits, or making loans, outside their domestic currency zone. So regulated, and low-risk, retail banking may be a feasible solution for the US or the Eurozone, both of which are large enough to provide space for an efficient and competitive retail banking system without extensive overseas ties. But a return to purely ‘national’ banking is not an attractive option for small countries.

A second form of damage limitation would be to recognise that high levels of leverage actually reduce the ability of the financial system to allocate risks effectively. If a firm is entirely financed by equity, adverse shocks obviously lead to shareholder losses, but these losses are borne equally by all shareholders. More importantly, unless the losses are very severe, the discontinuities associated with bankruptcy or restructuring are avoided. In contrast, where the firm is highly leveraged there is a critical tipping point where bondholders will switch from seeing their asset as essentially risk-free to worrying seriously about default risk. At this point risk evaluation becomes extremely difficult, particularly if the company’s debt structure is complex, so that there is a potential for conflict between the holders of different debt classes, or if some categories of debt are secured by collateral or insured through derivatives. Recent experience also shows that at this point governments may offer implicit or explicit guarantees for certain categories of debt, sometimes to mitigate the risk of systemic collapse, sometimes to protect ‘deserving’ bondholders or other creditors. The possibility that such guarantees will be offered creates moral hazard: the fact that they are offered selectively creates opportunities for corruption and lobbying, and a politically dangerous sense of unfairness.

A further argument for discouraging leverage can be based on the experience of hedge funds since the start of the crisis. Although it is hard to establish how such funds have been affected, since most of them are not obliged to provide any public information about their results, it does appear that where funds have incurred major losses these have been borne by equity investors without adverse effects for other financial institutions. In contrast, governments in the UK and US have had to commit enormous sums to support those banks which adopted hedge fund investment strategies, but did this with borrowed money.  So an alternative strategy for damage limitation would focus on discouraging high levels of leverage, with the ultimate aim of ensuring that more of the capital underlying the financial system (and non-financial companies) took the form of equity, and was therefore held by investors who explicitly recognised the risks they were incurring, and did not expect to be bailed out in response to adverse shocks. Such restructuring would not necessarily increase the risks faced by outside investors: although a diversified portfolio of equity shares would take up a higher proportion of their portfolio, the riskiness of this equity component would be substantially less as a result of the underlying reduction in the leverage of the underlying companies.   

Such a switch to equity finance would require governments to move away from tax systems which discriminate in favour of debt finance, for example by taxing dividends at both company and individual level. It also implies discouraging households from excess leverage, so that (for example) it would suggest that the US should follow the UK in the gradual elimination of tax relief for interest on residential mortgages. Recent academic literature has favoured high levels of debt finance, since these are seen as a way of limiting the ‘free cash flow’ available to management and improving corporate governance. So if leverage is to be reduced, it is also important to introduce other reforms which would strengthen the position of equity shareholders and their ability to control managerial excess. Finally, in the financial sector increasing leverage also increases the variance of equity returns, and is therefore valuable to profit-sharing fund managers, and harmful to risk-averse outside investors. So there is a case for regulating or prohibiting financial contracts, such as stock lending and trading ‘naked’ derivatives, which have high explicit (or implicit) leverage. Requiring such contracts to be cleared through formal exchanges with appropriate margin arrangements would both control the ability of traders to impose excessive systemic risk on other market participants, and limit the counterparty risks faced by those who are active in such markets.

One possible argument against such proposals is the possibility that financial engineers will merely replicate complex, but regulated, financial derivatives through unregulated pure gambling contracts such as spread betting. Governments could, of course, try to prohibit such arrangements, just as the US government has tried to suppress online gambling sites. Although it seems unlikely that such attempts would succeed on a global scale, this may not be too serious a problem for the financial system. For obvious reasons casinos and other gambling sites are reluctant to offer much credit to their patrons, and if the purpose of regulation is to control leverage, rather than to prohibit speculation, then the site (or the counterparty to the gamble) has strong incentives to ensure that debts will be paid and to be very wary of bets which are made with borrowed money. In an ideal world society could afford to be indifferent whether those who wish to bear additional risk do so by betting on the outcome of a roulette wheel at Monte Carlo or the future value of the euro-dollar exchange rate. The way to move towards such a world is to ensure that neither type of gambling magnifies the real risks faced by the world economy. 
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